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Abstract—The next generation of wireless networks will feature
an increasing number of connected devices, which will produce
an unprecedented volume of data. Knowledge extraction from
decentralized data imposes the exploitation of computing and
learning paradigms able to tame the complexity of the network
and meet the growing requirement of trustworthiness. In this
regard, edge computing overcomes the limitations of cloud com-
puting by moving virtualized computing and storage resources
closer to data sources. Furthermore, Federated Learning has
been recently proposed as a means to let multiple parties
collaboratively train an ML model without disclosing private
data. In this paper, we propose an application that enables
Federated Learning of eXplainable AI models (Fed-XAI) in
an edge computing environment. The proposal represents a
step forward towards the adoption of trustworthy AI in next
generation wireless networks, ensuring both privacy preservation
and explainability. The application components are described,
along with the workflow for the training and inference stages.
Finally, we discuss the application deployment, in a simulated
setting, for addressing a task of video streaming Quality of
Experience forecasting in a vehicular network case study.

Index Terms—Federated Learning, Explainable Artificial In-
telligence, Edge Computing

I. INTRODUCTION

Since the introduction of the first generation (1G) of wire-
less cellular technology in the 1980s, continuous efforts have
been made to progressively enhance communication technolo-
gies, culminating in the deployment of the fifth-generation
(5G) started in 2020 and still underway. Actually, research on
beyond 5G (B5G) and 6G technologies has already kicked-
off worldwide: the European Commission, for example, has
funded several projects on this topic, including HEXA-X and
HEXA-X-II1.

The next generation of wireless networks will be character-
ized by an increased complexity due to the increased number
of connected devices: the availability of massive amounts
of data generated by application and network systems will
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provide new advanced services and analytics opportunities [1].
Unquestionably, the integration of Artificial Intelligence (AI)
and Machine Learning (ML) techniques in future networks
will be crucial for the exploitation of such a huge amount of
data. Moreover, it is worth noticing that big data sources will
no longer be located only on megascale cloud datacenters, but
will rather shift towards a distributed environment. Indeed,
large volumes of data will be generated by widespread end
devices, according to the mobile and Internet-of-Things (IoT)
paradigms [2]. Such technological trend will also affect the
way distributed computations are carried out over a networked
system: the cloud computing paradigm, in which data are
typically transmitted to a centralized data center in the network
core, turns out to be unsuitable to meet stringent latency and
privacy requirements. At the same time, the implementation
and deployment of cumbersome AI/ML pipelines cannot bur-
den the on-device computing capability, which is typically
restricted, with limited performance and energy efficiency.
Hence, edge computing has been recently proposed for en-
abling cloud services in proximity of the data sources [3].

In the context of edge computing, Multi-access Edge Com-
puting (MEC) is a prime concept for network architectures,
and developing MEC technologies is considered a key step
towards 6G networks [4]. The MEC principle relies in bringing
the advantages of cloud computing to the edge of the cellular
network, by leveraging virtualization techniques (i.e., virtual
machines and containers), and by providing computational and
storage capabilities with very low latency [5]. Furthermore, the
MEC host provides a set of standardized API to manage the
creation of virtual resources and to interconnect the applica-
tions installed therein with the cellular domain. Thus, MEC
represents a technical enabler towards distributed AI, and can
be considered an innovative architectural solution for the AI-
as-a-Service (AIaaS) paradigm [6], [7], originally conceived
in the context of cloud computing [8]. AIaaS is a general
framework to offer AI-oriented services on demand to network
users. As a consequence, the deployment cost of AI services
will be significantly reduced, and the use of AI-empowered
applications will be increasingly widespread and accessible.

The new architectural and algorithmic solutions related to
AIaaS are not only driven by increasingly stringent constraints
in terms of Key Performance Indicators (e.g., computation and
communication efficiency), but also by a number of Key Value
Indicators, or “soft goals”, dictated by specific societal needs.
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In particular, the entire chain of stakeholders, from service
providers down to end-users, devotes increasing attention to
the issue of trustworthiness of AI solutions. The concept of
trustworthy AI has been widely considered by government
agencies and regulatory bodies: for example, the European
Commission in 2019 promoted the definition of the “Ethics
guidelines for trustworthy AI” [9], later complemented by the
“White Paper on Artificial Intelligence: a European approach
to excellence and trust”2 (2020) and by the “AI ACT”3 (2021).
Ultimately, transparency of AI systems and user privacy
emerge as crucial requirements for trustworthiness.

Privacy preservation is one of the main drivers for devising
alternative solutions to data centralization. In fact, data owners
are often reluctant to share their data with other parties, also
within the perimeter of the legitimate interests of companies
or organizations. Fortunately, ML models can be trained in a
collaborative fashion even without data centralization. Indeed,
Federated Learning (FL) has been recently proposed [10] for
enabling the training of ML models keeping data at their
own source places, but still exploiting the overall information
present in decentralized datasets. The key idea of FL is to
learn local AI models from local data, and then aggregate
the (locally-computed) models (or their updated versions)
to generate a global aggregated model. Avoiding the full
access to raw data at one location by actors placed elsewhere
significantly contributes to preserve the privacy of data owners.

Transparency refers to the capability of understanding the
structure of a model, and is strongly related to its inherent
interpretability. The ability to understand the model itself and
the choices taken in the inference process, is regarded as cru-
cial, also for legal concerns. In the context of explainable AI
(XAI) [11], the aim is precisely to endow AI systems with this
property, either through the design of inherently explainable
models or through the adoption of post-hoc techniques.

In one of our previous papers, we have introduced the
concept of Fed-XAI [12], which stands for Federated learning
of XAI models and is conceived to provide a leap forward
toward trustworthy AI. However, so far most efforts in this area
have been devoted to algorithmic aspects (i.e., the adaptation
of learning algorithms of interpretable models according to the
federated paradigm). Conversely, little attention has been paid
to technological aspects.

The objective of this work is to propose an application that
supports the collaborative learning of XAI models, according
to the FL paradigm, and their exploitation for inference pur-
poses. To support XAI models, an open source FL framework
is adopted and extended. In addition, for the sake of compli-
ance with a MEC infrastructure, the actual implementations
of the modules of the proposed application make use of
lightweight virtualization techniques. As a paradigmatic case
study, we also discuss the deployment of the application
supporting Fed-XAI capability on a server for the task of
forecasting Quality of Experience of video streams.

2https://shorturl.at/grtBU, last visited May 2023
3https://artificialintelligenceact.eu/the-act/, last visited May 2023

The rest of the paper is organized as follows: Section II
provides some background on the Fed-XAI topic and on
the interplay between FL and edge computing. Section III
describes the proposed Fed-XAI application. Details about the
deployment of the application for a real-world case study are
reported and discussed in Section IV. Finally, Section V draws
proper concluding remarks.

II. BACKGROUND AND RELATED WORKS

In this section, we first discuss the key concepts regarding
Fed-XAI, with a focus on the classes of models that will
constitute the ML core of our application. Then, we discuss
the interplay between FL and edge computing.

A. Fed-XAI: Federated Learning of XAI models

Since the introduction of FL by Google in 2017 [13], most
of the works on the subject have revolved around the well-
established Federated Averaging (FedAvg) algorithm, which
is immediately suitable for handling collaborative learning
of models optimized through Stochastic Gradient Descent
(SGD). Neural network models, for instance, belong to this
category, and indeed they have been extensively investigated
in the context of FL. However, they are generally consid-
ered as “opaque”, i.e. difficult to interpret. Other classes of
models, and in particular those inherently interpretable such
as Decision Trees and Rule-based Systems, are not typically
learned through the optimization of a differentiable global
objective function (e.g., through SGD), and therefore require
ad-hoc training strategies for the federated setting, necessarily
different from the classic FedAvg.

Takagi-Sugeno-Kang Fuzzy RBSs (TSK-FRBSs) [14] are
considered among the most interpretable regression models
in ML. Furthermore, they proved to be suitable to deal with
noise or uncertainty thanks to the adoption of concepts from
fuzzy set theory. Typically, TSK-FRBS are learned with a two-
stage approach based on structure identification and model
parameter identification. During structure identification, the
number of rules and the conditional part of the rules are
determined; this is done either with grid-partitioning of the
input space, or by exploiting fuzzy clustering methods. In the
model parameter identification stage, parameters of the local
linear models are learned, typically by pseudo-inversion or by
applying the recursive least square method. Rules of first-order
TSK-FRBSs are in the following form:

Rk : IF X1 is A1,jk,1
AND . . . AND XF is AF,jk,F

THEN yk = γk,0 +

F∑
i=1

γk,i · xi

(1)

where {X1, X2, . . . , XF } is the set of input variables and{
Af,1, Af,2, . . . , Af,Tf

}
is a fuzzy partition over the universe

of discourse of the variable Xf with Tf fuzzy sets (f =
1, 2, . . . , F ), each labeled with a linguistic term; yk is the asso-
ciated output and is evaluated as the linear combination of the
elements of an input pattern x = [x1, x2, . . . , xF ]

T , parameter-
ized by the vector of coefficients γk = {γk,0, γk,1, . . . γk,F }.
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Fig. 1. Overview of the proposed approach for FL of TSK-FRBSs.

Naturally, at inference stage, an input pattern can activate
more than one rule, each with a different firing strength
resulting from the interaction between the crisp input and
the antecedent membership functions: typically, the predicted
output is evaluated as the weighted average of the outputs asso-
ciated with the activated rules. As an alternative, the maximum
matching paradigm considers only the rule with the highest
firing strength and entails a higher level of interpretability,
compared to the weighted average one, as the final output can
be motivated by looking just at one single rule.

TSK FRBSs are among the most studied regression models
in Fed-XAI [15], [16]. In particular, an highliy interpretable
learning scheme for TSK-FRBSs has been recently proposed
[17]. An overview of this approach is shown in Fig. 1.

The procedure consists of the following four steps: (1) the
aggregator transmits the configuration parameters (e.g., num-
ber of fuzzy sets for input space grid partitioning) to the
data owners, or clients; (2) the data owners generate the
local TSK-FRBS based on their own private data; (3) each
data owner transmits the local TSK-FRBS to the aggregator;
(4) the aggregator generates the global Federated TSK-FRBS
by aggregating the local models. In a nutshell, the global rule
base is created as follows: first, all the rules collected from
the data owners are juxtaposed in a comprehensive rule base.
Subsequently, the rule base is polished by skimming conflict-
ing rules (i.e., rules from different sources, with the same
antecedent but different consequents): the set of conflicting
rules is replaced with a single rule having the same antecedent
and a novel consequent obtained by averaging the coefficients
of the consequents of the conflicting rules. The averaging
operation is weighted: each rule, in fact, has an associated
rule weight computed as the harmonic mean of its support
(indicating how much a rule is activated by the samples of the
training set), and confidence (indicating the average quality
of the predictions of the rule measured on the training set).
Finally, the global model is ready to be deployed at the data
owners’ side. In the inference stage, the maximum matching
strategy is adopted, so to enhance the local interpretability.

B. Federated Learning in Edge Computing environment

Edge Computing (EC) is generally considered a key tech-
nology for enabling the deployment of distributed AI [18].

The EC paradigm encompasses three layers, namely a cloud
computing center, edge servers, and IoT devices. Thanks to
the intermediate layer, EC moves computing services from the
centralized approach typical of cloud computing to the edge of
the network, i.e., closer to data sources, thus reducing latency
and load on the network [19].

Multi-access Edge Computing (MEC)4 provides standard
indications for implementing an EC infrastructure, relying on
virtualized components to ensure flexibily in deployment and
exploitation. In the MEC architecture, MEC hosts (i.e., servers)
are coupled with base stations (i.e., telecommunication nodes
that facilitate wireless communication in B5G/6G networks)
spread over a geographic area. MEC hosts offer a virtualized
infrastructure at network edge, supporting the deployment of
applications. Lightweight virtualization techniques, such as
containers, are adopted on MEC hosts [20], as they offer
increased portability, faster deployment, and low migration
times. Furthemore, the MEC standard let applications interact
with base stations of a cellular network via specific APIs [18].

Recently, the possible interplay between FL and MEC has
been the subject of some investigations. The synergy of EC
and FL algorithms promises to reduce the load on the network
and to ensure privacy preservation during the collaborative
training of AI models [21]. A taxonomy for FL solutions
in EC environments has been proposed as well [21]. From
an architectural point of view, a MEC host may act as the
aggregator of local models for a restricted geographic area
(instead of a cloud server), or as an intermediate layer in a
hierarchical FL setting, where a higher level of MEC hosts
federation is orchestrated by the cloud server. In a review
paper on FL on Mobile Edge networks [22], research works on
this subject are divided in two categories: FL at Mobile Edge
Networks, and FL for Mobile Edge Networks. The former
focuses on the main challenges of collaborative training of ML
models in the edge environment, namely communication costs,
resource allocation, and privacy and security aspects. The latter
instead focuses on the adoption of FL to manage and optimize
the network itself: the most relevant applications in this regard
include computation offloading and content caching, malware
and anomaly detection, and base station association.

Finally, we must recall that in some real applications FL
is exploited for trustworthy AI systems: the most renowned
case is the federated training of Deep Neural Networks for
the improvement of query suggestions on Google Keyboard
in Android devices5. However, to the best of our knowledge,
specific issues in the deployment of applications supporting
FL of XAI models over a MEC-enabled architecture have not
been investigated so far.

III. THE PROPOSED FED-XAI APPLICATION

In this section we first describe the main functional modules
that compose a Fed-XAI application offering trustworthy AI-

4https://www.etsi.org/deliver/etsi gs/mec/001 099/003/01.01.01 60/gs
mec003v010101p.pdf, last visited May 2023

5https://ai.googleblog.com/2017/04/federated-learning-collaborative.html,
last visited May 2023
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based services at the edge. Then, we provide some details
regarding the implementation of the different modules and
discuss the workflows underpinning such services.

In the Fed-XAI application we envision two main types of
users, namely the Application Administrator and the End User,
who gets access to the application through a dedicated User
Equipment (UE). The UE is connected to a wireless network,
such as a B5G/6G cellular network or an IoT network. The
application will be deployed on a server, which may be a MEC
host as discussed in Section II-B. AI-based services, like e.g.
inference tasks, may be offered to the UE owners upon request.
Examples of AI-based services include quality of experience
prediction for video streaming applications [17] and intelligent
decision-making in smart healthcare [21].

The application supports two main functionalities, namely
training and inference. The training process is carried out
according to the FL paradigm, as discussed in Section II-A: the
involved participants learn a local XAI model, and a central
entity is in charge of aggregating such models. In the inference
process the resulting global model is exploited by an end-user
to perform inference over its own private data.

A. Main Functional Modules

The different modules of the application can be grouped
up into three macro-modules, each aimed to support specific
functionalities: the UE-related macro-module, the Centralized
macro-module, and the Fed-XAI dashboard, as indicated in the
schematic view reported in Fig. 2.

Fig. 2. Fed-XAI Application: Main Modules.

The UE-related macro-module is the portion of the system
for carrying out the activities at the user place, so one
instance is required per each user, and must be present in the
corresponding UE. Its composing four modules allow a user
to: i) interact with the application (User Interface module),
ii) gather and generate data (Data Gathering - Data Generation
module), iii) obtain predictions using an XAI model (XAI
inference module), and iv) participate in the FL process
(Fed-XAI local manager and Fed-XAI learner modules).

The Centralized macro-module manages the services to be
offered to UEs, such as the UE registration, the prediction

task using an XAI model (Fed-XAI Controller), and the
aggregation of XAI models (Fed-XAI Computation Engine).

The Fed-XAI dashboard provides both administration and
end-user views. On one hand it allows the admin user to setup
and control the FL environment; on the other hand, it provides
the end-user with detailed information on the operation of XAI
models, i.e., with the motivations of the obtained predictions,
as we may expect from an interpretable XAI model. This
information, in real-time or in the form of logs, can be made
available to the administrator.

In the following we describe only the modules strictly re-
lated to the two main functionalities offered by the application,
namely training (i.e., FL process) and inference:

• Fed-XAI Controller (FXC): the centralized control entity
of the FL process; it is the core component of the appli-
cation and manages the initialization and configuration
of the federation, and offers a collection of XAI models
to be exploited by UEs requesting a Fed-XAI service for
the inference process.

• Fed-XAI Local Manager (FXLM): acts as a UE-related
control entity of the FL process;

• Fed-XAI Learner (FXL): performs the training stage of
the local models during the FL process, based on private
end-user data.

• Fed-XAI Computation Engine (FXCE): aggregates the
local models producing a global federated model, to be
shared with the Fed-XAI Controller for persistent storing.

• XAI Inference Module: allows the end-user to exploit an
XAI model for conducting inference on private data.

• Fed-XAI Dashboard: allows authenticated users to un-
cover model operation during inference.

The User Interface and the Data Gathering and Generation
modules depend on the specific services offered to the UEs
and should be appropriately implemented and deployed as a
mobile application on the UE.

B. Implementation details

The modules of the proposed application have been de-
signed and implemented to be compliant with an edge com-
puting environment and exploit a fully virtualized architecture.
In fact, each module is deployed inside a container of the
Docker ecosystem6, which brings valuable benefits: first it
allows portability of each module regardless of the underlying
hardware and software infrastructure; second, it allows for
migration in mobility scenarios [23].

Interaction among the different modules is implemented
through messages exchanged via RESTful APIs over Secure
HTTP protocol (HTTPS) as a security mechanism [24].

The FL process exploits the Intel® OpenFL7 library [25].
Although designed for the aggregation of models such as
neural networks, i.e. via FedAvg or its variants, OpenFL offers
high level of flexibility and customization. Specifically, we
extended the library to support FL of inherently interpretable

6https://www.docker.com/products/container-runtime, last visited May 2023
7https://github.com/intel/openfl, last visited May 2023
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models, such as TSK-FRBS, by implementing the procedure
described in II-A. Within OpenFL, information about the
configuration and execution of the FL process are specified in a
collection of configuration files named workspace, which is de-
livered by the Fed-XAI Controller to all involved participants
before the start of the FL process. Communications within
OpenFL exploits the Transport Layer Secure (TLS) protocol.

The Fed-XAI dashboard has been implemented as a web
application. Its backend logic offers a set of RESTful APIs
to receive explainability information from the XAI Inference
module. The frontend logic provides the web user interface.

A Repository module is implemented to persistently store
trained models. To ensure fault tolerance and an adequate level
of availability, we resort to MongoDB NoSQL database and,
specifically, to its replication mechanism. The only module
that needs to interact with the Repository module is the FXC.

C. Application workflow description

In this section we describe the workflow of the application
with regard to the training process, based on FL, and the
inference process.

Figure 3 reports a diagram of the modules involved in the
training process, along with the interactions among them. A

Fig. 3. Fed-XAI: Diagram of the training stage. Interactions among modules
are represented as solid arrows

dedicated instance of FXLM is created for each end-user.
The FXLM acts as the user proxy inside the application
to provide the requested services to the end-user. Through
the related FXLM, an end-user signals the availability to
participate in the FL process to the FXC. Based on a specific
policy, the FXC starts the FL process. In the implemented
application we adopted a very simple policy: when the number
of available UEs is higher than a fixed threshold, then the FXC
initializes the FL process. Specifically, first it generates the
OpenFL workspace. Then, it creates and initializes the FXCE
by sharing the workspace along with the list of participants.
Finally, it shares the workspace with the involved FXLM,
possibly selecting only a subset of them. Then, each FXLM
creates and initializes an FXL component in OpenFL, which
takes part to the FL process as its UE-related entity. During

the initialization stage, the FXLM provides the FXL with
the workspace and the private end-user data, to be used for
training the local model. The actual FL process relies on the
OpenFL library, suitably adapted to support XAI models: after
the FXCE has verified the identity of the FXLs and shared
the configuration parameters, the FL procedure takes place in
a single round. The final federated model, produced by the
FXCE by aggregating the received local models, is sent to
the FXC to be stored persistently in the Repository module.
Once the FL process terminates, all the OpenFL containers
terminate their execution.

Figure 4 shows the modules involved in the inference
process, along with the sequence of the interactions among
them. In this case, we suppose that a trained model is
available in the Repository module. An end-user expresses

Fig. 4. Fed-XAI: Diagram of the inference stage. Interactions among modules
are represented as solid arrows.

willingness to exploit the inference service to the relevant
FXLM. The FXLM requests (and receives) a trained XAI
model from the FXC, which fetches it from the Repository
module. After receiving the XAI model, the FXLM creates and
initializes (with the model itself) the XAI Inference module,
which exposes a REST API endpoint for inference requests.
Contextually, the end-user may connect to the Fed-XAI dash-
board through browser in order to view the explainability
information. Each novel input sample is transmitted from
the UE to the XAI Inference module which replies with the
associated prediction and feed the Fed-XAI dashboard with the
explainability information. Whenever the end user quits from
the inference service, the FXLM terminates the execution of
the XAI Inference module.

IV. CASE STUDY

The proposed Fed-XAI application can be exploited in
several areas, ranging from healthcare to smart industry: in
this section, we discuss a case study in the automotive domain.
First, a significant scenario is devised. Then, the application
is tested under the reference scenario, illustrating the results.

A. Vehicular network case study
In the envisioned scenario, several vehicular UEs, connected

to a B5G/6G network, receive and play a real-time video



stream. The perceived quality in video consumption is critical
for the availability of advanced driving assistance technologies
such as see-through, in which the driver of a vehicle can
experience the live video acquired by the camera of a vehicle
ahead to perform, e.g., a safer overtake maneuver. Indeed, it
becomes crucial to be able to forecast, continuously over time,
the video Quality of Experience (QoE) based on the contextual
and Quality of Service (QoS) metrics available to the UE itself.

The scenario has been simulated using Simu5G [26], an
open-source library for the OMNeT++ discrete-event simula-
tion framework8. Thanks to such a simulation campaign, we
have been able to generate a comprehensive QoS/QoE dataset
collecting the application and network metrics (in the format
of time-series) for 15 instances of UE experiencing a video
during 24 replicas of 2-minutes video sessions. A thorough
description of the scenario and the dataset, along with a
preliminary experimental analysis for the QoE forecasting
task, has been recently reported [27].

B. Fed-XAI Application Deployment for QoE Forecasting of
Video Streaming

As highlighted in Section III-B, each module of the applica-
tion is implemented in a Docker container, in order to facilitate
the actual deployment regardless of the target hardware and
software infrastructure. In our specific case study, the Fed-XAI
application has been deployed on an Intel® server with Xeon
Platinum 8352S (32cores @2.2 Ghz).

The first step is represented by the configuration and the
instantiation of the container for the FXC. In this illustrative
example, since we do not consider real UEs, the creation of
FXLM containers is not prompted by requests from real end-
users. Indeed, we manually instantiated 15 instances of FXLM,
one for each UEs considered in the aforementioned simulation
of a vehicular network scenarios. We assume that each FXLM
knows the address of the FXC, and holds locally the simulated
data collected by the vehicle of its end-user.

In the following, we report on the training and inference
process in relation to our case study.

As per the training stage, we considered the FL of an
XAI model, namely a TSK-FRBS, for video streaming QoE
forecasting. A generic record of the training set for instant
t and for a specific UE is obtained as follows: the input
attributes are statistics calculated in a past time window of
10 seconds (i.e., over the interval (t − 10, t]) on a collection
of QoS metrics extracted from the UE, whereas the target
variable is the average value of QoE in the future horizon
window of 1 second, (i.e., over the interval (t, t + 1]). We
manually trigger the start of the FL process involving all the
15 UEs. The aggregated model was generated according to
the procedure discussed in Section II-A, and stored in the
Repository module. In this example, we obtained a TSK-
FRBS model that achieved an average prediction capability,
in terms of MSE and R2 on a test set, equal to 0.066 and
0.559, respectively. Details on the experimental analysis and
models comparison can be found in [28].

8http://omnetpp.org, last visited May 2023

As per the inference stage, we simulated the request of
QoE forecasting service by the UE to the FXC, through its
FXLM. If a model for the inference service is available in the
repository, it is returned to the FXLM, which is also in charge
of instantiating a container for executing the specific inference
module for QoE prediction task. Otherwise, the absence of a
model for the requested service is notified to the FXLM. In a
real deployment of our Fed-XAI application, we assume that
an UE can feed the XAI inference container with data collected
in real-time. In our simulated setting, instead, we consider a
test set already available on the FXLM: the inference process
is simulated through a sequence of requests in which the
FXLM provides the inference container with the previously
unseen data samples. After yielding each prediction, the XAI
inference module sends explainability information, namely
details about the rule responsible for the prediction, to the
Fed-XAI Dashboard to let users understand the motivation
behind the predicted value. Figure 5 reports a snapshot of the
dashboard window during the inference stage.

Fig. 5. Snapshot of the Fed-XAI dashboard at inference stage.

The dashboard interface is composed by four different
tabs, in which the high interpretability of TSK-FRBS can be
appreciated:

• QoE Prediction tab: it shows the actual prediction (in
the example, the predicted quality level of the video, ex-
pressed as a percentage) for an assigned horizon window,
given a tuple of input statistics calculated on QoS metrics;

• QoE Prediction History tab: it tracks the most recent
predicted QoE values;

• Rule Antecedent tab: it shows the linguistic value (“low”,
“medium” or “high”, in the case of a fuzzy partitioning
of an attribute domain with just three fuzzy sets) of
each feature in the antecedent part of the activated rule.
Due to the maximum matching strategy, the prediction in
fact depends on a single rule (the one with the highest
activation level);

• Rule Consequent tab: it shows the weights, namely the
importance level, of each feature for current prediction,
sorted by absolute value.

http://omnetpp.org


The obtained explainability information can be leveraged
to identify potential actions to be taken. For example, the
prediction can be exploited to turn on/off a driving assistance
service. Moreover, the provided explanation may be relevant
for different actors. On the end-user side, for instance, this
outcome can be integrated into the navigation system as
follows: if the degradation of the QoE depends on approaching
an area with low coverage (thanks to inherent interpretability
we can trace the cause of the decision), then an alternative
route can be suggested where the coverage is sufficient.

V. CONCLUSION

In this paper we propose an application offering trustworthy
AI-based services at the edge. Specifically, the application
gives the possibility to an end-user to participate in the
Federated Learning of Explainable AI models (Fed-XAI), and
to exploit such models for performing inference on local
private data. The application modules are designed to be
deployed by means of lightweight virtualization techniques
(i.e., containers), thus ensuring portability regardless of the
underlying hardware and software infrastructure. Specifically,
all modules can be deployed on Multi Access Edge Computing
servers, which offer computing and storing capability closer to
data sources, thus reducing latency and load on the network.
We also illustrate a vehicular network case study in which
the proposed Fed-XAI application is exploited in a simulated
setting. A recently proposed federated approach to build
first-order TSK fuzzy rule-based systems is implemented; at
inference time, explainability information are displayed to the
user through a dedicated dashboard.
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